Tim Nummy
Assignment 1 Analysis
Preface:
My development and testing environment consists of Windows 7 with the Anaconda python 2.7 package
which includes the scikitlearn machine learning packages. In addition, I installed the Pybrain package for
neural networks as well as Pydot and Graphviz for graphing. Each algorithm was evaluated and scored
based on training and testing sets that I chose then retested with cross validation to determine if it was
necessary to increase performance or confirm previous results. The algorithms cross validation performance
was then plotted for each algorithm to compare and contrast performance when possible. Feature
importances were also noted where applicable to reconsider the inclusion of attributes in the future. The
cross validation charts are for visual reference to compare the various results. The red line represents cross
validation training performance as the number of samples used in cross validation increases. The green line
is the cross validation testing performance over the same increase in samples used. The vertical axis is the
performance as a percentage from 50% (0.5) to 100% (1).
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Section 0  Datasets
0.1  cars.data
The first dataset is classification set of car evaluation samples created by Marko Bohanec and comes from
the UCI Machine Learning Repository.
I chose this dataset for several reasons.This is a highly popular sample dataset in the UCI Repository with a
significant number of downloads and long lifespan since its donation giving me confidence in the value of the
data. It is a large enough size to provide adequate training and testing sets while still performing quickly
throughout the various algorithms. Personally, I have an interest in cars and would like to learn more about
the technologies behind new car buying websites that can accurately determine if a particular car for sale is
a good value based on the selling price of other similar cars in similar condition.
Each of the 1728 samples have six attributes to classify the sample car as Very Good value, Good value,
Acceptable value, or Unacceptable value.
The six (raw) attributes are as follows:

●
●
●
●
●
●

Purchase price: low, med, high, vhigh
Maintenance: low, med, high, vhigh
Number of doors: 2, 3, 4, 5+
People capacity: 2, 4, more than 4
Size of cargo area: small, med, big
Safety rating: low, med, high

A bit of preprocessing had to be done before this data couple be read and understood by the machine
learning algorithms.
After grooming, the six attributes have become:
● Purchase price: 1, 2, 3, 4
● Maintenance: 1, 2, 3, 4
● Number of doors: 2, 3, 4, 5
● People capacity: 2, 4, 5
● Size of cargo area: 1, 2, 3
● Safety rating: 1, 2, 3
Further preparing the dataset for training and testing, the samples had to be randomized since they were
originally in descending order of price. Randomizing the samples allowed for easily splitting the dataset into
training and testing sets that contained samples from every price point. Specifically, after randomization, the
training set includes the first 1400 (roughly ~80%) samples and the testing set contains the remaining 328.
0.2  appl.data
The second dataset is the stock information for Apple stock since 1990. The data was downloaded from
Yahoo Finance (http://finance.yahoo.com/q/hp?s=AAPL+Historical+Prices).
I chose this dataset because of my interest in finance and investing as well as an interest in selecting a
dataset which the attributes weren’t yet clearly defined. In contrast to the first dataset where all the
information was provided and tested by the community, I am interested in pushing my ability to ask my own
questions and build a set of information that could potentially provide me with answers to those questions
through machine learning. Additionally with some refinement, if it proves to be accurate on historical data, I
may try to invest in some positions based on the results.
The data from Yahoo includes the open price, intraday high, intraday low, close price, and volume for each
trading day (sample) since Apple went public and then was shortened to each sample from 1990 for a total
of 6315 samples. From this information, I selected several attributes that could be determined only using the
current samples open price and historical data. The idea is to be able to determine if the stock will close as a
higher price than it opened and be able to make that determination at the opening bell.
The six attributes I assigned to each sample include:
● Previous Day Volume
● Open price  Previous Intraday High
● Open price  Previous Intraday Low
● Open price  Previous Close price
● Open price  Previous Open
● Streak of days the close price was higher than the open price

The target is a binary classification of whether or not the close price was higher than the open price for each
sample in the dataset. Each sample was constructed so the order of the dataset wasn’t important to the
results. This allowed for additional testing with cross validation to randomly select samples throughout the
set without compromising the validity.

Section 1  Decision Tree
1.1 Decision tree results with cars.data
The unpruned decision tree for the cars classification data. It contains a total of 119 nodes and resulted in
approximately 86% accuracy after testing. An example of the unpruned decision tree result is shown here:

The pruning options are limited in the scikitlearn packages for decision trees. However, they include several
controllable attributes in the decision tree function that can modify the output. For pruning, the attribute
“min_samples_split” was adjusted from the default of at least 2 samples required to split a node to 10
samples. This mild adjustment resulted in a significantly smaller tree of only 69 total nodes, a reduction of 50
nodes from the unpruned tree. Although this adjustment had a dramatic reduction in the size of the tree, the
reduction in accuracy only dropped to approximately 82%, only 4% lower than the unpruned tree. For
comparison, the an example of the pruned decision tree is shown here:

For both the pruned and unpruned examples, the feature importances
share similar weights, the primary decision feature being the safety
rating as the determining factor it the car is a very good, good,
medium, or low value as represented by #5 on the plot to the right.

1.2 Decision tree results with appl.data
The unpruned tree for the Apple stock dataset was a larger tree containing 333 nodes. This unpruned tree
has an impressive accuracy of over 96% at determining if the stock price will be higher or lower at the close
of the day compared to the opening price. The unpruned tree is shown here:

For the pruned tree, the same method was used by setting the maximum number of samples required to
split the node. Since this tree is so much larger, the attribute was set to split at a minimum of 50 samples,
resulting in a tree almost a third smaller while still maintaining an impressive 94% accuracy. The size
difference between the unpruned and pruned decision tree is obvious when looking at an example of the
pruned decision tree shown here:

The important features were again very similar for both the pruned
and unpruned examples but for the Apple stock data, two of the
attributes with a combined weight of almost 100% were
overwhelmingly more important than the remaining four. These
correspond to the difference between the open price and the previous
intraday low (#3 on the plot to the right) and the difference between
the open price and the open price and the previous close price (#4 on
the plot to the right).

Section 2  Neural Network

2.1 Neural Network results with cars.data
The cars dataset performed very well on the neural network with over 98% accuracy. This was
accomplished with a neural network with 10 hidden nodes and and being trained for 50 epochs. Analysing
the total error output (graph below), the accuracy stabilized around 31 epochs which would save computing
time and resources.

2.2 Neural Network results with aapl.data
The Apple stock dataset was also tested on the same setup using 10 hidden nodes and for 50 epochs. It
performed very well with a 94% accuracy. As shown on the graph below, it quickly achieved maximum
performance within 3 epochs.

Section 3  Boosting
3.1 Boosting results with cars.data
The cars dataset was tested with the boosting algorithm using four different sets of incrementally increasing
number of classifiers (10, 50, 500, and 1000) to determine if more classifiers and therefore more computing
time would have a significant effect on the accuracy. The accuracy of the boosting was highest with the
lowest number of classifiers, with almost 82% when using 10 classifiers. The remaining tests had consistent
poorer performance maintained around 73% accuracy.
Additionally, cross validation was performed on each boosting test to confirm the results and determine if
cross validation would increase the performance.

From right to left, the number of classifiers for each plot are 10, 50, 500, and 1000 respectively. The shaded
regions in each plot indicate the variance in performance for each of the cross validated subsets with the
solid line representing the average. As the number of classifiers increased, the initial training and cross
validation scores also became increasingly unreliable, but as the number of samples increased the training
and cross validation scores converged closer together just over the 80% accuracy mark. This solidifies that
adding significantly larger numbers of classifiers in the Boosting algorithm is unnecessary and won’t
increase performance on this dataset.
As shown in the plots below, the Safety attribute was again the most important in the decision process for
Boosting at each level. However, with the increase in the number of classifiers, the contrast in the
importance of each feature decreased likely causing the decrease in performance seen with the increase of
the number of classifiers.

3.2 Boosting results with aapl.data
The Apple stock data was test using the same parameters as the cars data. In this case, the increasing
number of classifiers used in the yielded 82%, 89%, and stabilizing at 98% and 98% accuracy for each
number of classifiers: 10, 50, 500, and 1000 respectively. Again cross validation was performed on this data
to confirm the results and determine if the cross validation would increase the performance and each
iteration increased in performance until the training score was nearly 100% at 500 classifiers. Increasing to
1000 classifiers in this case did not indicate an increase in accuracy despite the increase in computational
resources.

In every test, only two of the attributes were of any significant value when determining if the stock price was
going to increase or decrease. These correspond to the difference between the open price and the previous
close price (#4 on the plot left/below) being most important and the difference between the open price and
the previous intraday low (#3 on the plot left/below) second. With the increase in classifiers over the 500
mark, the other attributes became more important but still irrelevant compared to the difference between the

open price and previous close price and the difference between the open price and previous intraday low (as
seen in the plot to the right/below).

Section 4  Support Vector Machine
4.1 SVM results with cars.data
For the support vector machine type algorithms, I tested various types to compare the performance of the
different types. Interestingly, the sigmoid kernel had the worst performance at only 57% accuracy, followed
by the linear kernel with just under 80% accuracy. Performing slightly better at 82%, the rbf kernel type with
a gamma equal to 0.7 came next. The polynomial kernels were the highest performing with the peak
performance at 86% with a 5th degree polynomial curve fitting.
Cross validation was performed on each one of these kernels to again confirm the results and determine if
there is an increase in performance with cross validation.

As shown in the graphs above, each kernel type of the SVM algorithm benefited from the cross validation.
The sigmoid type (top left) had an increase in accuracy to just over 70% but didn’t perform any better with an
increase of samples. The linear kernel (top middle) also performed better with cross validation increasing to
around 87% but like the sigmoid kernel, didn’t improve with additional samples. The rbf kernel with cross
validation (top right) became the highest performing SVM type with around 98% testing accuracy and almost

100% accuracy during training. The polynomial kernels (bottom row, degree 3, 5, and 9 from left to right
respectively) all saw an increase in performance and while the training scores increased with the increase of
degree, the testing score peaked in with degree 5 which may be an indication of future overfitting with
degree 9 with more samples.
4.2 SVM results with aapl.data
My computer wasn’t able to complete run the same examples as I previously did with the cars data. I am
attributing this to the both the size of the dataset and complexity of the features combined with attempting
cross validation on high order kernels.
From what my computer was able to calculate without crashing, the 3rd degree polynomial, rbf with a
gamma of 0.7, and sigmoid algorithms all performed similarly poor around the 50% accuracy point.
Of the three kernels that completed, only two of them could complete the cross validation.

The sigmoid kernel (left) achieved an accuracy around 50% consistent with the non cross validated
example. Although the rbf kernel (right) had almost 100% accuracy during training, the test accuracy
dropped to around 50% only mildly improving with more samples.
Section 5  knearest neighbors (kNN)
5.1 kNN results with cars.data
Testing the cars dataset with the knearest neighbors algorithm, the highest performance of 86% accuracy
occurred when using a value of 1 for the number of nearest neighbors. The accuracy then dropped when
using 3 neighbors to 80%, increase to the exact same value around 82% for 5 and 10 neighbors and then
dropped the most to 78% with 15 neighbors. This is likely due to the simple number of possibilities for each
attribute across all the samples.

As shown in the plots above (neighbors = 1, 3, 5, 10, 15 from left to right respectively) the cross validation
had a steady increase in performance as the number of neighbors increased. With only one neighbor, the
training score was very high but testing performed poorly. Using three and five neighbors performed similar
with five neighbors performing slightly better around 96% accuracy in testing. Increasing the number of
neighbors past five didn’t seem to have a significant increase in performance.

5.2 kNN results with aapl.data
The Apple stock performed very poorly using the knearest neighbors algorithm with the highest accuracy of
only 49% at one neighbor.
As shown below, the cross validation only marginally increase performance to around the 50% mark in
testing but with the increase in the number of neighbors, the training score dropped dramatically. More
samples didn’t have a significant effect on the performance either good or bad.

Section 6  Conclusions
6.1  Decision Tree Conclusions
The decision tree results from the Apple stock dataset created a much larger decision tree in comparison to
the the car dataset. This is likely due to the information in the datasets. Although the two data sets share the
same number of attributes for each sample, the value of the attributes themselves vary significantly. The car
attributes were refined by some parameters by the creator to classify each attribute into between three and
four categories depending on the attribute. In contrast, the dataset I created for the Apple stock has a large
range of values, both positive and negative for each attribute. Additionally, the Apple dataset is much larger
than the cars dataset.
Overall the performance good for the car data and excellent for the Apple data. The feature importance also
provides valuable insight to what aspects of the dataset are useful and what could possibly be removed.
The pruning method I chose for this assignment ended up causing the decision trees to be less accurate
although the testing speed was slightly faster. In the future I would consider using a different decision tree
algorithm such as the ID3 that has more true pruning options available. I did not realize this shortcoming
when I selected the scikitlearn package.
6.2  Neural Net Conclusions
The neural network was very quick and easy and may have been faster with verbiage turned off but this
needed to remain turned on in order to plot the total error across the epochs later on.
The results were exceptional for Apple stock data and even better for the car data. I found it interesting that
the car data took so long to settle when compared to the Apple stock data even though the Apple stock data
was so much more complex. This may have been due to the larger number of samples available with the
Apple stock data.
This was a different package from the rest of the algorithms used in this assignment which lead to an
additional learning curve. The neural network seems to be a very powerful algorithm that offers much more
than the testing I have done and I would like to explore that more in depth.
6.3  Boosting Conclusions

For both the cars data and the Apple stock data, the boosting method was noticeably slower due to the
number high number of classifiers that were being tested.
The car data had mediocre performance on par with the decision tree and would have only been less
accurate if the dataset didn’t have as many samples.
The Apple stock data performed extremely well with cross validation and with higher numbers of classifiers
nearing the perfect accuracy mark at 500.
The Boosting algorithm also allowed for inspecting the importance of each feature which is very valuable for
refining the dataset in the future and experimenting with other features that weren’t included in the original
data set.
6.4  SVM Conclusions
The various SVM types performed mostly well for the car data. They were by far the slowest but the rbf
kernel had very high accuracy. The polynomial kernels also performed well but with some concern of over
fitting had the dataset contained more samples. I would also like to experiment with more of the options that
are available across the different kernels.
The SVM algorithm may have performed well if my computer was able to complete the calculations without
crashing. However, based on the performance of the algorithms that did complete, the results were
underwhelming at best. I may be able to adjust the dataset to better suit these kernels but reducing the
number of samples will potentially reduce the quality of the results. Additionally, adjusting the attributes to be
classified rather than the raw data may also improve the running performance of these tests but will reduce
the resolution of the information gathered, again potentially reducing the quality of the results.
6.5  kNN Conclusions
The kNN type algorithm was a good fit for the car data and it performed well with cross validation with the
default value of 5 nearest neighbors and seemed to be improving with more samples.
The Apple stock data performed poorly with the kNN algorithm and maintained an accuracy around 50%
even with the cross validation. Since the target for this dataset is binary, computer resources could be saved
by just flipping a coin to determine the outcome.
6.6  Overall
Each algorithm has its strengths and weakness for each dataset but the results of the first method and last
method that I would choose for each of my datasets are as follows.
Overall the best algorithm for the car dataset is the rbf kernel because it runs relatively quickly and had
decent initial performance with very high performance after cross validation. Additionally, I could potentially
experiment with different gamma values to try to refine and increase the performance further. It also shows
potential for getting more accurate with more samples according to the trend of the plot of the cross
validation.
The worst algorithm for the car dataset is the Boosting because even with the increased classifiers, the
performance didn’t increase and in fact caused more room for confusion with fewer samples.

In contrast to the car data, the best algorithm for the Apple stock dataset and the one that deserves more
refining is the the Boosting model. After cross validation, the training score was almost perfect and the
testing score was also performing very highly. Additionally, the ability to examine the feature importances is
valuable for optimizing the data. This is most interesting to me because I built this data set and use features
that I initially thought were useful and I can clearly see the features that are worth having verses the ones
that aren’t being used.
The worst algorithm for the Apple stock data is clearly the SVM. Not only did it crash when trying to run, but
the limited kernels that were able to finish produced poor results. I also tried using a much smaller portion of
the data as well as adjusting some of the other parameters without any luck.
The best algorithm for both datasets combined goes to the neural network. It ran quickly for both datasets
and provided accurate results. Furthermore, the error data through each epoch is interesting to plot how the
algorithm is performing over each iteration.
Although not required for this assignment, the next step for these algorithms, and specifically the
performance of my testing program, would be implementing some smarter logic as well as conditional run
time limits.
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